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A toolkit for easily building and evaluating machine learning models.




Installation

You can install the latest development version from PyPI:

pip install easymlpy





Or from GitHub with:

git clone https://github.com/CCS-Lab/easyml.git
cd easyml/Python
pip install .
pip install -r requirements.txt





If you encounter a clear bug, please file a minimal reproducible example [http://stackoverflow.com/questions/5963269/how-to-make-a-great-r-reproducible-example] on github [https://github.com/CCS-Lab/easyml/issues].




Documentation

For more documentation, please see the page on Documentation.




Vignettes

For vignettes, please see the page on Vignettes.




Examples

Load the easymlpy library:

from easymlpy.datasets import load_prostate, load_cocaine_dependence
from easymlpy.glmnet import easy_glmnet





For a dataset with a continuous dependent variable:

# Load data
prostate = load_prostate()

# Analyze data
output = easy_glmnet(prostate, 'lpsa',
                     random_state=1, progress_bar=True, n_core=1,
                     n_samples=100, n_divisions=10, n_iterations=5,
                     model_args={'alpha': 1, 'n_lambda': 200})





For a dataset with a binary dependent variable:

# Load data
cocaine_dependence = load_cocaine_dependence()

# Analyze data
results = easy_glmnet(cocaine_dependence, 'diagnosis',
                      family='binomial',
                      exclude_variables=['subject'],
                      categorical_variables=['male'],
                      random_state=12345, progress_bar=True, n_core=1,
                      n_samples=5, n_divisions=5, n_iterations=2,
                      model_args={'alpha': 1, 'n_lambda': 200})








Citation

A whitepaper for easyml is available at https://doi.org/10.1101/137240. If you find this code useful please cite us in your work:

@article {Hendricks137240,
    author = {Hendricks, Paul and Ahn, Woo-Young},
    title = {Easyml: Easily Build And Evaluate Machine Learning Models},
    year = {2017},
    doi = {10.1101/137240},
    publisher = {Cold Spring Harbor Labs Journals},
    URL = {http://biorxiv.org/content/early/2017/05/12/137240},
    journal = {bioRxiv}
}
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Cocaine Dependence

Paul Hendricks
2017-06-25


Overview

In this vignette, we demonstrate the power of easyml using a Cocaine Dependence dataset.




Load the data

First we load the easymlpy package and the Cocaine Dependence dataset.

from easymlpy.datasets import load_cocaine_dependence
from easymlpy import random_forest

%matplotlib inline





/Users/paulhendricks/miniconda3/envs/easyml/lib/python3.5/site-packages/sklearn/cross_validation.py:44: DeprecationWarning: This module was deprecated in version 0.18 in favor of the model_selection module into which all the refactored classes and functions are moved. Also note that the interface of the new CV iterators are different from that of this module. This module will be removed in 0.20.
  "This module will be removed in 0.20.", DeprecationWarning)





cocaine_dependence = load_cocaine_dependence()
print(cocaine_dependence.head())





   subject  diagnosis  age  male  edu_yrs  imt_comm_errors  imt_omis_errors  \
0    20031          0   29     0       16             6.90             5.51   
1    20044          0   33     0       17            15.63            13.27   
2    20053          0   57     0       13            25.44            16.41   
3    20060          0   26     1       18             7.38             6.25   
4    20066          0   38     0       13            31.54            10.09   

   a_imt  b_d_imt  stop_ssrt  lnk_adjdd  lkhat_kirby  revlr_per_errors  \
0   0.97    -0.12      346.3  -5.848444    -5.227870                 2   
1   0.92    -0.09      303.4  -9.026670    -5.832566                 1   
2   0.87    -0.27      214.6  -6.115988    -4.014322                 5   
3   0.96    -0.09      190.2  -7.771655    -5.272179                 3   
4   0.88    -0.61      273.9  -5.791561    -3.102204                 5   

   bis_attention  bis_motor  bis_nonpl  igt_total  
0             11         21         24          6  
1             12         21         22         44  
2             13         19         17        -16  
3             14         21         17         52  
4             11         20         23         -6  








Train a random forest model

To run an easy_random_forest model, we pass in the following parameters:


	the data set cocaine_dependence,

	the name of the dependent variable e.g. diagnosis,

	whether to run a gaussian or a binomial model,

	which variables to exclude from the analysis,

	which variables are categorical variables; these variables are not scaled, if preprocess_scale is used,

	the random state,

	whether to display a progress bar,

	how many cores to run the analysis on in parallel.



# Analyze data
results = random_forest.easy_random_forest(cocaine_dependence, 'diagnosis',
                                           family='binomial',
                                           exclude_variables=['subject'],
                                           categorical_variables=['male'], 
                                           n_samples=10, n_divisions=10, 
                                           n_iterations=10, progress_bar=False, 
                                           random_state=12345, n_core=1)





Generating variable importances from multiple model builds:
Generating predictions for a single train test split:
Generating measures of model performance over multiple train test splits:








Assess results

Now let’s assess the results of the easy_random_forest model.




Estimates of variable importances

First, let’s examine the estimates of the variable importances.

print(results.plot_variable_importances())





(<matplotlib.figure.Figure object at 0x106e5e4a8>, <matplotlib.axes._subplots.AxesSubplot object at 0x10cdce4a8>)





[image: png]




Predictions

We can examine both the in-sample and out-of-sample ROC curve plots for one particular trian-test split determined by the random state and determine the Area Under the Curve (AUC) as a goodness of fit metric. Here, we see that the in-sample AUC is higher than the out-of-sample AUC, but that both metrics indicate the model fits relatively well.

print(results.plot_predictions_single_train_test_split_train())





(<matplotlib.figure.Figure object at 0x10f9751d0>, <matplotlib.axes._subplots.AxesSubplot object at 0x10f9634e0>)





[image: png]

print(results.plot_predictions_single_train_test_split_test())





(<matplotlib.figure.Figure object at 0x10fc115c0>, <matplotlib.axes._subplots.AxesSubplot object at 0x10fa56c88>)





[image: png]






ROC Curve

We can examine both the in-sample and out-of-sample ROC curve plots for one particular trian-test split determined by the random state and determine the Area Under the Curve (AUC) as a goodness of fit metric. Here, we see that the in-sample AUC is higher than the out-of-sample AUC, but that both metrics indicate the model fits relatively well.

print(results.plot_roc_single_train_test_split_train())





(<matplotlib.figure.Figure object at 0x10fc39b38>, <matplotlib.axes._subplots.AxesSubplot object at 0x10fd9c6a0>)





[image: png]

print(results.plot_roc_single_train_test_split_test())





(<matplotlib.figure.Figure object at 0x11000a7b8>, <matplotlib.axes._subplots.AxesSubplot object at 0x10fdc0c18>)





[image: png]


Model Performance

We can examine both the in-sample and out-of-sample AUC metrics for n_divisions train-test splits (ususally defaults to 1,000). Again, we see that the in-sample AUC is higher than the out-of-sample AUC, but that both metrics indicate the model fits relatively well.

print(results.plot_model_performance_train())





(<matplotlib.figure.Figure object at 0x11019aba8>, <matplotlib.axes._subplots.AxesSubplot object at 0x110020ba8>)





[image: png]

print(results.plot_model_performance_test())





(<matplotlib.figure.Figure object at 0x10fda66d8>, <matplotlib.axes._subplots.AxesSubplot object at 0x10f7e8518>)





[image: png]




Discuss

In this vignette we used easyml to easily build and evaluate a random forest model using a Cocaine Dependence dataset.













          

      

      

    

  

    
      
          
            
  
Vignettes

These are the vignettes.


	Cocaine Dependence

	Prostate Cancer
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Surviving the Titanic

Paul Hendricks
2017-06-25


Overview

In this vignette, we demonstrate the power of easyml using the popular Titanic dataset.




Load the data

Install the titanic package from CRAN. This package contains datasets providing information on the fate of passengers on the fatal maiden voyage of the ocean liner “Titanic”, with variables such as economic status (class), sex, age and survival. These data sets are often used as an introduction to machine learning on Kaggle. More details about the dataset can be found there.

%matplotlib inline





import io
import pandas as pd
import requests


# load train
url = 'https://raw.githubusercontent.com/paulhendricks/titanic/master/inst/data-raw/train.csv'
s = requests.get(url).content
titanic_train = pd.read_csv(io.StringIO(s.decode('utf-8')))





print(titanic_train.head())





   PassengerId  Survived  Pclass  \
0            1         0       3   
1            2         1       1   
2            3         1       3   
3            4         1       1   
4            5         0       3   

                                                Name     Sex   Age  SibSp  \
0                            Braund, Mr. Owen Harris    male  22.0      1   
1  Cumings, Mrs. John Bradley (Florence Briggs Th...  female  38.0      1   
2                             Heikkinen, Miss. Laina  female  26.0      0   
3       Futrelle, Mrs. Jacques Heath (Lily May Peel)  female  35.0      1   
4                           Allen, Mr. William Henry    male  35.0      0   

   Parch            Ticket     Fare Cabin Embarked  
0      0         A/5 21171   7.2500   NaN        S  
1      0          PC 17599  71.2833   C85        C  
2      0  STON/O2. 3101282   7.9250   NaN        S  
3      0            113803  53.1000  C123        S  
4      0            373450   8.0500   NaN        S  








Tidy the data

To prepare the data for modeling, we will undergo the following steps:


	Filter out any places where Embarked is NA,

	Add together SibSp, Parch, and 1L to estimate family size,

	Create binary variables for each of the 2nd and 3rd class memberships,

	Create a binary for gender,

	Create binary variables for 2 of the ports of embarkation,

	Impute mean values of age where Age is NA.



import numpy as np

titanic_train_2 = titanic_train
mask_1 = titanic_train_2['Embarked'] != np.nan
mask_2 = titanic_train_2['Embarked'] != ''
mask = np.logical_and(mask_1, mask_2)
titanic_train_2 = titanic_train_2.loc[mask, :]
titanic_train_2['Family_Size'] = titanic_train_2['SibSp'] + titanic_train_2['Parch'] + 1
titanic_train_2['Pclass_3'] = 1 * (titanic_train_2['Pclass'] == 3)
titanic_train_2['Sex'] = 1 * (titanic_train_2['Sex'] == 'male')
titanic_train_2['Embarked_Q'] = 1 * (titanic_train_2['Embarked'] == 'Q')
titanic_train_2['Embarked_S'] = 1 * (titanic_train_2['Embarked'] == 'S')
titanic_train_2['Age'] = titanic_train_2['Age'].fillna(np.mean(titanic_train_2['Age']))








Train a penalized logistic model

To run an easy_glmnet model, we pass in the following parameters:


	the data set titanic_train_2,

	the name of the dependent variable e.g. Survived,

	whether to run a gaussian or a binomial model,

	how to preprocess the data; in this case, we use preprocess_scale to scale the data,

	which variables to exclude from the analysis,

	which variables are categorical variables; these variables are not scaled, if preprocess_scale is used,

	the random state,

	whether to display a progress bar,

	how many cores to run the analysis on in parallel.



from easymlpy.glmnet import easy_glmnet

exclude_variables = ['PassengerId', 'Pclass', 'Name',
                     'Ticket', 'Cabin', 'Embarked']
categorical_variables = ['Sex', 'SibSp', 'Parch', 'Family_Size',
                         'Pclass_3', 'Embarked_Q', 'Embarked_S']

results = easy_glmnet(titanic_train_2, 'Survived',
                      family = 'binomial',
                      exclude_variables = exclude_variables,
                      categorical_variables = categorical_variables,
                      random_state = 43210, progress_bar = False,
                      n_samples = 10, n_divisions = 10,
                      n_iterations = 2, n_core = 1)





/Users/paulhendricks/miniconda3/envs/easyml/lib/python3.5/site-packages/sklearn/cross_validation.py:44: DeprecationWarning: This module was deprecated in version 0.18 in favor of the model_selection module into which all the refactored classes and functions are moved. Also note that the interface of the new CV iterators are different from that of this module. This module will be removed in 0.20.
  "This module will be removed in 0.20.", DeprecationWarning)


Generating coefficients from multiple model builds:
Generating predictions for a single train test split:
Generating measures of model performance over multiple train test splits:








Assess results

Now let’s assess the results of the easy_glmnet model.


Estimates of weights

We can interpret the weights in the following way:


	A 1 standard deviation increase in Fare increases the log-odds of survival by 0.29 units,

	For every unit increase in a passenger’s family size, the log-odds of survival decrease by 0.10 units,

	For every additional Sibling or Spouse in a passenger’s family, the log-odds of survival decrease by 0.16 units,

	A 1 standard deviation increase in Age decreases the log-odds of survival by 0.37 units,

	If a passenger embarked at the Southampton port, the log-odds of survival decrease by 0.42 units,

	If a passenger is third class, the log-odds of survival decrease by 1.38 units,

	If a passenger is male, the log-odds of survival decrease by 2.52 units.



results.plot_coefficients()





(<matplotlib.figure.Figure at 0x10834bb70>,
 <matplotlib.axes._subplots.AxesSubplot at 0x106d5e470>)





[image: png]

results.coefficients_processed.sort_values('mean', ascending=False).reset_index(drop=True)
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      	lb
      	ub
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      	sig
      	dotColor1
      	dotColor2
      	dotColor
    

  
  
    
      	0
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Predictions: ROC Curve

We can examine both the in-sample and out-of-sample ROC curve plots for one particular trian-test split determined by the random state and determine the Area Under the Curve (AUC) as a goodness of fit metric. Here, we see that the in-sample AUC is higher than the out-of-sample AUC, but that both metrics indicate the model fits relatively well.

results.plot_predictions_single_train_test_split_train()





(<matplotlib.figure.Figure at 0x10f255710>,
 <matplotlib.axes._subplots.AxesSubplot at 0x10f287a90>)





[image: png]

results.plot_predictions_single_train_test_split_test()





(<matplotlib.figure.Figure at 0x10f2512e8>,
 <matplotlib.axes._subplots.AxesSubplot at 0x10f02e5f8>)





[image: png]




Metrics: AUC

We can examine both the in-sample and out-of-sample AUC metrics for n_divisions train-test splits (ususally defaults to 1,000). Again, we see that the in-sample AUC is higher than the out-of-sample AUC, but that both metrics indicate the model fits relatively well.

results.plot_model_performance_train()





(<matplotlib.figure.Figure at 0x10f581a90>,
 <matplotlib.axes._subplots.AxesSubplot at 0x10f4263c8>)





[image: png]

results.plot_model_performance_test()





(<matplotlib.figure.Figure at 0x10f3edda0>,
 <matplotlib.axes._subplots.AxesSubplot at 0x10f905d68>)





[image: png]






Discuss

In this vignette we used easyml to easily build and evaluate a penalized binomial regression model to assess the likelihood of passenger surival given a number of attributes. We can continue to finetune the model and identify the most optimal alpha/lambda hyperparameter combination; however, our estimates of the weights make intutive sense and a mean out-of-sample AUC of 0.85 right off the bat is indicative of a good model.







          

      

      

    

  

    
      
          
            
  
Prostate Cancer

Paul Hendricks
2017-06-25


Overview

In this vignette, we demonstrate the power of easyml using a Prostate Cancer dataset.




Load the data

First we load the easymlpy package and the Prostate Cancer dataset.

from easymlpy.datasets import load_prostate
from easymlpy import support_vector_machine

%matplotlib inline





/Users/paulhendricks/miniconda3/envs/easyml/lib/python3.5/site-packages/sklearn/cross_validation.py:44: DeprecationWarning: This module was deprecated in version 0.18 in favor of the model_selection module into which all the refactored classes and functions are moved. Also note that the interface of the new CV iterators are different from that of this module. This module will be removed in 0.20.
  "This module will be removed in 0.20.", DeprecationWarning)





prostate = load_prostate()
print(prostate.head())





     lcavol   lweight  age      lbph  svi       lcp  gleason  pgg45      lpsa
0 -0.579818  2.769459   50 -1.386294    0 -1.386294        6      0 -0.430783
1 -0.994252  3.319626   58 -1.386294    0 -1.386294        6      0 -0.162519
2 -0.510826  2.691243   74 -1.386294    0 -1.386294        7     20 -0.162519
3 -1.203973  3.282789   58 -1.386294    0 -1.386294        6      0 -0.162519
4  0.751416  3.432373   62 -1.386294    0 -1.386294        6      0  0.371564








Train a supprt vector machine model

To run an easy_support_vector_machine model, we pass in the following parameters:


	the data set prostate,

	the name of the dependent variable e.g. lpsa,

	whether to run a gaussian or a binomial model,

	which variables to exclude from the analysis,

	which variables are categorical variables; these variables are not scaled, if preprocess_scale is used,

	the random state,

	whether to display a progress bar,

	how many cores to run the analysis on in parallel.



# Analyze data
results = support_vector_machine.easy_support_vector_machine(prostate, 'lpsa',
                                                             n_samples=10, n_divisions=10, 
                                                             n_iterations=10, progress_bar=False, 
                                                             random_state=12345, n_core=1)





Generating predictions for a single train test split:
Generating measures of model performance over multiple train test splits:








Assess results

Now let’s assess the results of the easy_support_vector_machine model.


Predictions: ROC Curve

We can examine both the in-sample and out-of-sample ROC curve plots for one particular trian-test split determined by the random state and determine the Area Under the Curve (AUC) as a goodness of fit metric. Here, we see that the in-sample AUC is higher than the out-of-sample AUC, but that both metrics indicate the model fits relatively well.

results.plot_predictions_single_train_test_split_train()





/Users/paulhendricks/miniconda3/envs/easyml/lib/python3.5/site-packages/scipy/linalg/basic.py:884: RuntimeWarning: internal gelsd driver lwork query error, required iwork dimension not returned. This is likely the result of LAPACK bug 0038, fixed in LAPACK 3.2.2 (released July 21, 2010). Falling back to 'gelss' driver.
  warnings.warn(mesg, RuntimeWarning)





(<matplotlib.figure.Figure at 0x10bfbab70>,
 <matplotlib.axes._subplots.AxesSubplot at 0x10c586ac8>)





[image: png]

results.plot_predictions_single_train_test_split_test()





(<matplotlib.figure.Figure at 0x10832e7b8>,
 <matplotlib.axes._subplots.AxesSubplot at 0x10f0e8198>)





[image: png]




Metrics: AUC

We can examine both the in-sample and out-of-sample AUC metrics for n_divisions train-test splits (ususally defaults to 1,000). Again, we see that the in-sample AUC is higher than the out-of-sample AUC, but that both metrics indicate the model fits relatively well.

results.plot_model_performance_train()





(<matplotlib.figure.Figure at 0x10f1a2cf8>,
 <matplotlib.axes._subplots.AxesSubplot at 0x10f226438>)





[image: png]

results.plot_model_performance_test()





(<matplotlib.figure.Figure at 0x10f4fae10>,
 <matplotlib.axes._subplots.AxesSubplot at 0x10f4eeba8>)





[image: png]






Discuss

In this vignette we used easyml to easily build and evaluate a support vector machine model using a Prostate Cancer dataset.
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easymlpy package


easymlpy.core module

The core functionality of easyml.


	
class easymlpy.core.easy_analysis(data, dependent_variable, algorithm=None, family='gaussian', resample=None, preprocess=None, measure=None, exclude_variables=None, categorical_variables=None, train_size=0.667, survival_rate_cutoff=0.05, n_samples=1000, n_divisions=1000, n_iterations=10, random_state=None, progress_bar=True, n_core=1, generate_coefficients=None, generate_variable_importances=None, generate_predictions=None, generate_model_performance=None, model_args=None)

	Bases: object

The core recipe of easyml.

This recipe is the workhorse behind all of the easy_* functions.


	
create_estimator()

	See the subclass documentation for more information on this method.






	
extract_coefficients(estimator)

	See the subclass documentation for more information on this method.






	
extract_variable_importances(estimator)

	See the subclass documentation for more information on this method.






	
generate_coefficients()

	Generate coefficients for a model (if applicable).





	Returns:	An ndarray.










	
generate_coefficients_()

	Generate coefficients for a model (if applicable).





	Returns:	An ndarray.










	
generate_model_performance()

	Generate measures of model performance for a model.





	Returns:	An ndarray.










	
generate_model_performance_()

	Generate measures of model performance for a model.





	Returns:	An ndarray.










	
generate_predictions()

	Generate predictions for a model.





	Returns:	An ndarray.










	
generate_predictions_()

	Generate predictions for a model.





	Returns:	An ndarray.










	
generate_variable_importances()

	Generate variable importances for a model (if applicable).





	Returns:	An ndarray.










	
generate_variable_importances_()

	Generate variable importances for a model (if applicable).





	Returns:	An ndarray.










	
plot_coefficients_processed()

	See the subclass documentation for more information on this method.






	
plot_model_performance_test()

	Plot model performance.





	Returns:	Figure and axe objects.










	
plot_model_performance_train()

	Plot model performance.





	Returns:	Figure and axe objects.










	
plot_predictions_single_train_test_split_test()

	Plot predictions.





	Returns:	Figure and axe objects.










	
plot_predictions_single_train_test_split_train()

	Plot predictions.





	Returns:	Figure and axe objects.










	
plot_roc_single_train_test_split_test()

	Plot ROC Curve.





	Returns:	Figure and axe objects.










	
plot_roc_single_train_test_split_train()

	Plot ROC Curve.





	Returns:	Figure and axe objects.










	
plot_variable_importances_processed()

	See the subclass documentation for more information on this method.






	
predict_model()

	See the subclass documentation for more information on this method.






	
process_coefficients()

	See the subclass documentation for more information on this method.






	
process_variable_importances()

	See the subclass documentation for more information on this method.












easymlpy.datasets module

Helper functions for datasets.


	
easymlpy.datasets.load_cocaine_dependence()

	Loads the cocaine dependence dataset.





	Returns:	An object of class pandas.DataFrame.










	
easymlpy.datasets.load_prostate()

	Loads the prostate cancer dataset.





	Returns:	An object of class pandas.DataFrame.












easymlpy.glmnet module

Functions for glmnet analysis.


	
class easymlpy.glmnet.easy_glmnet(data, dependent_variable, algorithm='glmnet', family='gaussian', resample=None, preprocess=<function preprocess_scale>, measure=None, exclude_variables=None, categorical_variables=None, train_size=0.667, survival_rate_cutoff=0.05, n_samples=1000, n_divisions=1000, n_iterations=10, random_state=None, progress_bar=True, n_core=1, generate_coefficients=True, generate_variable_importances=False, generate_predictions=True, generate_model_performance=True, model_args=None)

	Bases: easymlpy.core.easy_analysis

Easily build and evaluate a penalized regression model.

This function wraps the easyml core framework, allowing a user
to easily run the easyml methodology for a glmnet model.

Please see the core class easy_analysis for more details on arguments.


	
create_estimator()

	Create an estimator.

Creates an estimator depending on the family of regression.





	Returns:	A scikit-learn estimator.










	
extract_coefficients(estimator)

	Extract coefficients from a penalized regression model.





	Parameters:	estimator – An estimator that has been fit to data.


	Returns:	An ndarray.










	
plot_coefficients()

	Plots the coefficients.





	Returns:	Figure and axe.










	
predict_model(model, X)

	Predict values from model.

Generates predictions from a model depending on the family of regression.





	Parameters:	
	model – The model to use for generating predictions.

	X – The data to use for generating predictions.






	Returns:	An ndarray.












	
process_coefficients(coefficients, column_names, survival_rate_cutoff=0.05)

	Process coefficients for plotting.





	Parameters:	
	coefficients – An ndarray.

	column_names – A list of strings, the columns of the data.

	survival_rate_cutoff – The cutoff for survival.






	Returns:	An object of class pandas.DataFrame.


















easymlpy.measure module

Functions for measuring model performance.


	
easymlpy.measure.measure_mean_squared_error(y_true, y_pred)

	Measure mean squared error.

Given the ground truth (correct) target values and the estimated target
values, calculates the correlation metric.





	Parameters:	
	y_true – An ndarray; the ground truth (correct) target values.

	y_pred – An ndarray; the estimated target values.






	Returns:	A float.












	
easymlpy.measure.measure_cor_score(y_true, y_pred)

	Measure Pearsons Correlation Coefficient.

Given the ground truth (correct) target values and the estimated target
values, calculates the mean squared error metric.





	Parameters:	
	y_true – An ndarray; the ground truth (correct) target values.

	y_pred – An ndarray; the estimated target values.






	Returns:	A float.












	
easymlpy.measure.measure_r2_score(y_true, y_pred)

	Measure Coefficient of Determination (R^2 Score).

Given the ground truth (correct) target values and the estimated target
values, calculates the the R^2 metric.





	Parameters:	
	y_true – An ndarray; the ground truth (correct) target values.

	y_pred – An ndarray; the estimated target values.






	Returns:	A float.












	
easymlpy.measure.measure_area_under_curve(y_true, y_pred)

	Measure area under the curve.

Given the ground truth (correct) target values and the estimated target
values, calculates the the AUC metric.





	Parameters:	
	y_true – An ndarray; the ground truth (correct) target values.

	y_pred – An ndarray; the estimated target values.






	Returns:	A float.














easymlpy.plot module

Functions for plotting.


	
easymlpy.plot.plot_predictions_binomial(y_true, y_pred, subtitle='Train')

	Plot binomial predictions.

Plots a logistic plot of the ground truth (correct) target values
and the estimated target values.





	Parameters:	
	y_true – Ground truth (correct) target values.

	y_pred – Estimated target values.

	subtitle – A string, whether one is plotting the ‘Train’ or ‘Test’ Dataset.






	Returns:	Figure and axe objects.












	
easymlpy.plot.plot_predictions_gaussian(y_true, y_pred, subtitle='Train')

	Plot gaussian predictions.

Plots a scatter plot of the ground truth (correct) target values
and the estimated target values.





	Parameters:	
	y_true – Ground truth (correct) target values.

	y_pred – Estimated target values.

	subtitle – A string, whether one is plotting the ‘Train’ or ‘Test’ Dataset.






	Returns:	Figure and axe objects.












	
easymlpy.plot.plot_model_performance_binomial_area_under_curve(x, subtitle='Train')

	Plot histogram of the area under the curve (AUC) metrics.

This function plots a histogram of the area under the curve (AUC) metrics.





	Parameters:	
	x – An ndarray, the area under the curve (AUC) metrics to be plotted as a histogram.

	subtitle – A string, whether one is plotting the ‘Train’ or ‘Test’ Dataset.






	Returns:	Figure and axe objects.












	
easymlpy.plot.plot_model_performance_gaussian_cor_score(x, subtitle='Train')

	Plot histogram of the correlation coefficient metrics.

This function plots a histogram of the correlation coefficient metrics.





	Parameters:	
	x – An ndarray, the correlation coefficient metrics to be plotted as a histogram.

	subtitle – A string, whether one is plotting the ‘Train’ or ‘Test’ Dataset.






	Returns:	Figure and axe objects.












	
easymlpy.plot.plot_model_performance_gaussian_mean_squared_error(x, subtitle='Train')

	Plot histogram of the mean squared error metrics.

This function plots a histogram of the mean squared error metrics.





	Parameters:	
	x – An ndarray, the mean squared error metrics to be plotted as a histogram.

	subtitle – A string, whether one is plotting the ‘Train’ or ‘Test’ Dataset.






	Returns:	Figure and axe objects.












	
easymlpy.plot.plot_model_performance_gaussian_r2_score(x, subtitle='Train')

	Plot histogram of the coefficient of determination (R^2) metrics.

This function plots a histogram of the coefficient of determination (R^2) metrics.





	Parameters:	
	x – An ndarray, the coefficient of determination (R^2) metrics to be plotted as a histogram.

	subtitle – A string, whether one is plotting the ‘Train’ or ‘Test’ Dataset.






	Returns:	Figure and axe objects.












	
easymlpy.plot.plot_roc_single_train_test_split(y_true, y_pred, subtitle='Train')

	Plot ROC Curve.

Given the ground truth (correct) target values and the estimated
target values will plot an ROC curve.





	Parameters:	
	y_true – Ground truth (correct) target values.

	y_pred – Estimated target values.

	subtitle – A string, whether one is plotting the ‘Train’ or ‘Test’ Dataset.






	Returns:	Figure and axe objects.














easymlpy.preprocess module

Functions for preprocessing.


	
easymlpy.preprocess.preprocess_identity(*data, categorical_variables=None)

	An identify function for preprocessing.

Returns inputs without modifying them.





	Parameters:	
	data – array(s).

	categorical_variables – A list of strings representing the variables that are categorical.






	Returns:	array(s).












	
easymlpy.preprocess.preprocess_scale(*data, categorical_variables=None)

	A function for scaling data.

Takes one or two arrays and scales them using a standard scaler.





	Parameters:	
	data – array(s).

	categorical_variables – A list of strings representing the variables that are categorical.






	Returns:	array(s).














easymlpy.random_forest module

Functions for random forest analysis.


	
class easymlpy.random_forest.easy_random_forest(data, dependent_variable, algorithm='random_forest', family='gaussian', resample=None, preprocess=None, measure=None, exclude_variables=None, categorical_variables=None, train_size=0.667, survival_rate_cutoff=0.05, n_samples=1000, n_divisions=1000, n_iterations=10, random_state=None, progress_bar=True, n_core=1, generate_coefficients=False, generate_variable_importances=True, generate_predictions=True, generate_model_performance=True, model_args=None)

	Bases: easymlpy.core.easy_analysis

Easily build and evaluate a random forest model.

This function wraps the easyml core framework, allowing a user
to easily run the easyml methodology for a
random forest model.

Please see the core class easy_analysis for more details on arguments.


	
create_estimator()

	Create an estimator.

Creates an estimator depending on the family of regression.





	Returns:	A scikit-learn estimator.










	
extract_variable_importances(estimator)

	Extract variable importances from a random forest model.





	Parameters:	estimator – An estimator that has been fit to data.


	Returns:	An ndarray.










	
plot_variable_importances()

	Plots the variable importances.





	Returns:	Figure and axe.










	
predict_model(model, X)

	Predict values from model.

Generates predictions from a model depending on the family of regression.





	Parameters:	
	model – The model to use for generating predictions.

	X – The data to use for generating predictions.






	Returns:	An ndarray.












	
process_variable_importances(variable_importances)

	Process variable importances for plotting.





	Returns:	An ndarray.
















easymlpy.resample module

Functions for resampling data.


	
easymlpy.resample.resample_fold_train_test_split(X, y, foldid=None, train_size=0.667, random_state=None)

	Sample with respect to an identification vector

This will sample the training and test sets so that case identifiers (e.g. subject ID’s) are not shared across training and test sets.





	Parameters:	
	X – An ndarray, the data to be resampled.

	y – An ndarray with two classes, 0 and 1.

	train_size – A float; specifies what proportion of the data should be used for the training data set. Defaults to 0.667.

	foldid – A vector with length equal to len(y) which identifies cases belonging to the same fold.

	random_state – An integer; specifies the seed to be used for the analysis. Defaults to None.






	Returns:	A tuple of arrays; the arrays X, y split into X_train, X_test, y_train, y_test.












	
easymlpy.resample.resample_simple_train_test_split(X, y, train_size=0.667, foldid=None, random_state=None)

	Train test split.

This will split the data into train and test.





	Parameters:	
	X – An ndarray, the data to be resampled.

	y – An ndarray with two classes, 0 and 1.

	train_size – A float; specifies what proportion of the data should be used for the training data set. Defaults to 0.667.

	foldid – Not currently supported in this function.

	random_state – An integer; specifies the seed to be used for the analysis. Defaults to None.






	Returns:	A tuple of arrays; the arrays X, y split into X_train, X_test, y_train, y_test.












	
easymlpy.resample.resample_stratified_class_train_test_split(X, y, train_size=0.667, foldid=None, random_state=None)

	Sample in equal proportion.

This will sample in equal proportion.





	Parameters:	
	X – An ndarray, the data to be resampled.

	y – An ndarray with two classes, 0 and 1.

	train_size – A float; specifies what proportion of the data should be used for the training data set. Defaults to 0.667.

	foldid – Not currently supported in this function.

	random_state – An integer; specifies the seed to be used for the analysis. Defaults to None.






	Returns:	A tuple of arrays; the arrays X, y split into X_train, X_test, y_train, y_test.












	
easymlpy.resample.resample_stratified_simple_train_test_split(X, y, train_size=0.667, foldid=None, random_state=None)

	Sample in equal proportion.

This will sample in equal proportion.





	Parameters:	
	X – An ndarray, the data to be resampled.

	y – An ndarray with two classes, 0 and 1.

	train_size – A float; specifies what proportion of the data should be used for the training data set. Defaults to 0.667.

	foldid – A vector with length equal to len(y) which identifies cases belonging to the same fold.

	random_state – An integer; specifies the seed to be used for the analysis. Defaults to None.






	Returns:	A tuple of arrays; the arrays X, y split into X_train, X_test, y_train, y_test.














easymlpy.setters module

Functions for setting certain functions and parameters.


	
easymlpy.setters.set_random_state(random_state=None)

	Set random state.

Sets the random state to a specific seed. Please note this function affects global state.





	Parameters:	random_state – An integer; specifies the seed to be used for the analysis. Defaults to None.


	Returns:	None.










	
easymlpy.setters.set_parallel(n_core)

	Set parallel.

This helper function decides whether the analysis should be run in parallel based on the number of cores specified.





	Parameters:	n_core – An integer; specifies the number of cores to use for this analysis.


	Returns:	A boolean; whether analysis should be run in parallel or not.










	
easymlpy.setters.set_resample(resample=None, family=None)

	Set resample function.

Sets the function responsible for resampling the data.





	Parameters:	
	resample – A function; the function for resampling the data. Defaults to None.

	family – A string; the type of regression to run on the data. Choices are either ‘gaussian’ or ‘binomial’.






	Returns:	A function; the function for resampling the data.












	
easymlpy.setters.set_categorical_variables(column_names, categorical_variables=None)

	Set categorical variables.

This helper functions determines a logical boolean vector based on the column names
and the designation for which ones are categorical variables.





	Parameters:	
	column_names – A list of strings; the column names of the data for this analysis.

	categorical_variables – A list of strings; the variables that are categorical. Defaults to None.






	Returns:	None, or if categorical_variables is not None, then a list of booleans of length len(column_names) where True represents that column is a categorical variable.












	
easymlpy.setters.set_column_names(column_names, dependent_variable, exclude_variables=None, preprocess=None, categorical_variables=None)

	Set column names.

This functions helps decide what the updated column names of a data.frame should be within
the easyml framework based on the dependent variable, preprocessing function,
exclusionary variables, and categorical variables.





	Parameters:	
	column_names – A list of strings; the column names of the data for this analysis.

	dependent_variable – A string; the dependent variable for this analysis.

	preprocess – A function; the function for preprocessing the data. Defaults to None.

	exclude_variables – A list of strings; the variables from the data set to exclude. Defaults to None.

	categorical_variables – A list of strings; the variables that are categorical. Defaults to None.






	Returns:	The updated columns, in the correct order for preprocessing.












	
easymlpy.setters.set_dependent_variable(data, dependent_variable)

	Set dependent variable.

This helper functions isolates the dependent variable in a data.frame.





	Parameters:	
	data – An object of class pandas.DataFrame; the data to be analyzed.

	dependent_variable – A string; the dependent variable for this analysis.






	Returns:	An ndarray, the dependent variable of the analysis.












	
easymlpy.setters.set_independent_variables(data, dependent_variable)

	Set independent variables.

This helper functions isolates the independent variables in a data.frame.





	Parameters:	
	data – An object of class pandas.DataFrame; the data to be analyzed.

	dependent_variable – A string; the dependent variable for this analysis.






	Returns:	An object of class pandas.DataFrame; the independent variables of the analysis.












	
easymlpy.setters.set_measure(measure=None, family=None)

	Set measure function.

Sets the function responsible for measuring the results.





	Parameters:	
	measure – A function; the function for measuring the results. Defaults to None.

	family – A string; the type of regression to run on the data. Choices are either ‘gaussian’ or ‘binomial’.






	Returns:	A function; the function for measuring the results.












	
easymlpy.setters.set_plot_model_performance(measure)

	Set plot model performance function.

Sets the function responsible for plotting the measures of model performance generated from the predictions generated from a fitted model.





	Parameters:	measure – A function; the function for measuring the results. Defaults to None.


	Returns:	A function; the function for plotting the measures of model performance generated from the predictions generated from a fitted model.










	
easymlpy.setters.set_plot_predictions(family=None)

	Set plot predictions function.

Sets the function responsible for plotting the predictions generated from a fitted model.





	Parameters:	family – A string; the type of regression to run on the data. Choices are either ‘gaussian’ or ‘binomial’.


	Returns:	A function; the function for plotting the predictions generated from a fitted model.










	
easymlpy.setters.set_preprocess(preprocess=None)

	Set preprocess function.

Sets the function responsible for preprocessing the data.





	Parameters:	preprocess – A function; the function for preprocessing the data. Defaults to None.


	Returns:	A function; the function for preprocessing the data.












easymlpy.support_vector_machine module

Functions for support vector machine analysis.


	
class easymlpy.support_vector_machine.easy_support_vector_machine(data, dependent_variable, algorithm='support_vector_machine', family='gaussian', resample=None, preprocess=<function preprocess_scale>, measure=None, exclude_variables=None, categorical_variables=None, train_size=0.667, survival_rate_cutoff=0.05, n_samples=1000, n_divisions=1000, n_iterations=10, random_state=None, progress_bar=True, n_core=1, generate_coefficients=False, generate_variable_importances=False, generate_predictions=True, generate_model_performance=True, model_args=None)

	Bases: easymlpy.core.easy_analysis

Easily build and evaluate a support vector machine model.

This function wraps the easyml core framework, allowing a user
to easily run the easyml methodology for a
support vector machine model.

Please see the core class easy_analysis for more details on arguments.


	
create_estimator()

	Create an estimator.

Creates an estimator depending on the family of regression.





	Returns:	A scikit-learn estimator.










	
predict_model(model, X)

	Predict values from model.

Generates predictions from a model depending on the family of regression.





	Parameters:	
	model – The model to use for generating predictions.

	X – The data to use for generating predictions.






	Returns:	An ndarray.


















easymlpy.utils module

Utility functions.


	
easymlpy.utils.reduce_cores(n_core, cpu_count=None)

	Reduces cores.

If the number of cores exceeds the number of cores on the OS
then n_core is reduced to the number of cores on the OS.





	Parameters:	
	n_core – integer The number of cores to use for the analysis.

	cpu_count – integer, None The number of CPUs available on the machine. Defaults to









os.cpu_count() if None.
:return: number of cores.






	
easymlpy.utils.remove_variables(data, exclude_variables=None)

	Removes variables from the data set.

If passed a list of variable names to exclude, remove_variables
will drop those variables from the dataset.





	Parameters:	
	data – A pandas.DataFrame.

	exclude_variables – A list of strings.






	Returns:	A pandas.DataFrame.

















          

      

      

    

  _static/file.png





_static/plus.png





_images/cocaine_11_1.png
Sensitivity

100
095
030
s
80
78
a0
G55
050
055
050
s
30
03
030
02
020
a8
ala
005
000

ROC Curve (AUC Score = 1.0)

Train Dataset

0009181920129 30394049 5059 60697079 £0ET 9093.00

1

Specifcity





_static/down.png





_images/titanic_15_1.png
Distribution of AUC Scores (Mean AUC Score = 0.85)
5 Train Dataset

000005010015020025 030035040045 050055050 065070075080 085090095100
AuC





_static/up.png





_images/prostate_6_2.png
True y values

Actual vs. Predicted y values (Correlation Scors
, Train Dataset

o . 2 a 4
Predicted y values.

0.88)






_static/ajax-loader.gif





_images/cocaine_15_1.png
o Test Datasst

20

05

0

Distribution of AUC Scores (Mean AUC Score.

o7)

000910192029 20394049 505560697079 8D 8 9093.00
Auc





_static/down-pressed.png





_images/prostate_7_1.png
True y values.

Actual vs. Predicted y values (Correlation Scors
; Test Dataset

o . 2 a 4
Predicted y values.

0.74)






_images/cocaine_9_1.png
True y values.

100
095
030
s
80
78
a0
065
050
055
050
s
30
035
o1
02
020
a8
ala
005
000

Actual vs. Predicted y values (Correlation Score = 0.59)
Test Dataset

0009181920129 20394049 5059 60697079 8089 093,00
Predicted y values.





_images/prostate_9_1.png
20

Frequency

05

0

Distribution of Correlation Scores (Mean Correlation Score = 0.85)

Train Dataset

000910192029 20394049 50556069 7079 ED S 9093.00
Gorrelation Score.






_static/up-pressed.png





_images/titanic_16_1.png
Distribution of AUC Scores (Mean AUC Score.

o Test Datasst

20

05

0

000005 010015020 0250300350,

84)

045050055 060065070075 080085090 095100

AU





_images/titanic_13_1.png
True y values

100
ass
030
a8s
a0
a5
an
ass
50
ass
050
ass
as0
0
0
025
00
s
an0
a0s
a0

Actual vs. Predicted y values (Correlation Score = 0.63)
Test Dataset

000005010015 020025090 035040045 050055050065 070075080085 090095100
Predicted y values.





_images/prostate_10_1.png
Frequency

05

0

Distribution of Correlation Scores (Mean Correlation Score = 0.82)

Test Dataset

000910192029 20394049 50556069 7079 £D S 9093.00
Gorrelation Score.






_images/cocaine_8_1.png
True y values.

100
095
030
s
80
78
a0
065
050
055
050
s
30
035
o1
02
020
a8
ala
005
000

Actual vs. Predicted y values (Correlation Score = 0.98)
Train Dataset

0009181920129 20394049 5059 60697079 8089 093,00
Predicted y values.





_images/cocaine_6_1.png
Predictors

Variable Importances

e_nonp! S ———————

———
=
e
iy
]
i
e

t_omis_orrors NE———
o=

00 a0z 004 006 Q02 010 012 01 ote ate
Variable Importance (Mean Decrease in Gini Index)





_images/cocaine_12_1.png
Sensitivity

100
095
030
s
80
78
a0
G55
050
055
050
s
30
03
030
02
020
a8
ala
005
000

ROC Curve (AUC Score = 0.82)

Test Dataset

0009181920129 30394049 5059 60697079 £0ET 9093.00

1

Specifcity






_images/titanic_12_1.png
True y values

100
ass
030
a8s
a0
a5
an
ass
50
ass
050
ass
as0
0
0
025
00
s
an0
a0s
a0

Actual vs. Predicted y values (Correlation Score = 0.63)
Train Dataset

000005010015 020025090 035040045 050055050065 070075080085 090095100
Predicted y values.





nav.xhtml

    
      Table of Contents


      
        		easyml


      


    
  

_static/comment-close.png





_images/cocaine_14_1.png
Distribution of AUC Scores (Mean AUC Score = 0.98)
, Train Dataset

0009181920129 2039 4049 5059 6069 7079 E0ET 9093.00
Auc





_images/titanic_9_1.png
Estimates of coefficients.

Parch

Enbarked 0

Famiy_S20

sose

Predictors

oo

Embarked S

ER 10
Cosfficent estimates.

s

)

05





_static/minus.png





_static/comment.png





_static/comment-bright.png





